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Abstract: This paper proposes an immersive tourism content generation model
based on a semantic-guided multi-scale diffusion network (SGMSD-Net) to
address semantic consistency, panoramic structure preservation, and high-
resolution detail restoration in digital cultural tourism engineering. Built on the
diffusion generation framework, SGMSD-Net integrates semantic modulation,
multi-scale diffusion, and multi-objective optimation. Semantic embeddings
and feature-wise linear modulation (FiLM) are used to dynamically guide the
generation process, while a hierarchical diffusion module progressively restores
structural and textural details from coarse to fine scales. A joint loss combining
semantic consistency and perceptual constraints is further introduced to
improve realism and semantic alignment. Experiments on SUN360 and
Matterport3D show that SGMSD-Net outperforms existing methods in FID,
LPIPS, and CLIP score. Subjective evaluations also confirm its advantages in
clarity, spatial consistency, and visual appeal, demonstrating its potential for
intelligent cultural tourism, virtual tours, and digital heritage reconstruction.
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1 Introduction

With the continuous advancement of information technology and artificial intelligence,
the tourism industry is gradually shifting from traditional offline models to intelligent
service paradigms centred on digital experiences. In recent years, the development of
tourism recommendation systems and content generation technologies has become a key
focus of research in intelligent cultural tourism. Early tourism recommendation
approaches primarily relied on algorithms based on geographical location, user ratings, or
collaborative filtering, utilising users’ historical behaviour data to recommend
destinations or plan itineraries (Nitu et al., 2021). However, these methods mainly
emphasised decision-making recommendations, neglecting the visual and perceptual
dimensions of the tourism experience. As a result, they fall short of satisfying modern
users’ growing demand for immersive and interactive content in the information age. At
the same time, the rise of tourism content generation technologies, particularly those
grounded in image generation and virtual reality, has enabled users to explore and
understand destination environments through high-fidelity visual content before their
actual trips — ushering in the era of pre-experiential tourism. Against this backdrop,
research on tourism content generation has increasingly drawn attention from both
academia and industry. By generating high-quality tourism imagery or immersive
panoramic content, such technologies not only enhance user engagement but also offer
new technical support for destination marketing, cultural heritage preservation, and urban
planning. For example, virtual reconstructions of historical landscapes and immersive
visualisations of scenic areas have become significant innovations in the integration of
culture and tourism. Nevertheless, existing mainstream content generation methods still
exhibit notable limitations: their outputs are often guided by general visual priors and
lack fine-grained modelling of the semantic characteristics specific to tourism scenes
(Jang et al., 2023). Therefore, incorporating semantic understanding mechanisms into
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generation models — enabling them to truly comprehend the semantic structures and
cultural connotations of “tourism scenes” — has emerged as a critical research challenge.
Ultimately, the significance of immersive tourism content generation lies not only in
achieving visual realism but also in providing users with perceptible and interactive
digital experiences, advancing tourism research from recommendation toward experience
creation.

In recent years, deep learning and machine learning have achieved remarkable
breakthroughs in image generation, semantic understanding, and cross-modal
representation, providing strong technical foundations for tourism content generation.
Image synthesis methods based on convolutional neural networks (CNNs) and their
variants — are capable of generating realistic tourism landscape images from semantic
labels or conditional maps, thereby effectively enhancing image quality and scene
consistency. Meanwhile, the emergence of variational autoencoders (VAEs) and
Diffusion Models has made the generation process more stable and controllable, enabling
the progressive restoration of image details across multiple spatial scales. These
approaches allow for more realistic modelling of lighting, texture, and structural patterns,
extending their applications beyond tourism scene reconstruction to include virtual tours,
3D visual augmentation, and other immersive experiences (Huang, 2022). Furthermore,
the development of Vision-Language Models has brought semantic-guided content
generation to the forefront of research. By incorporating text embeddings or semantic
labels, models can interpret user-intent descriptions such as “a seaside city at dawn” or
“an ancient town street under the night sky” and generate corresponding visual content
accordingly. This cross-modal semantic control mechanism elevates tourism content
generation from simple image synthesis to semantic-driven visual expression. At the
same time, deep learning has also played an important role in personalised content
generation. By integrating user profiling and preference modelling, systems can produce
customised tourism visuals aligned with individual interests (Chen et al., 2026). For
instance, for users who favour natural scenery, the system can automatically generate
landscapes featuring mountains, rivers, and lakes; while for cultural exploration-oriented
users, it can synthesise imagery of ancient towns or historical architectures. Overall, the
incorporation of deep learning methodologies has significantly enhanced the intelligence,
diversity, and semantic expressiveness of tourism content generation. Through end-to-
end learning that bridges low-level visual features and high-level semantics, these models
demonstrate immense potential in advancing virtual tourism and digital cultural tourism
experiences.

Although deep learning has driven significant progress in tourism content generation,
several limitations remain in existing research. First, most current generation models lack
fine-grained control over semantic hierarchies. They tend to produce visually similar
images without accurately capturing the intended semantic meaning of tourism scenes
(Mou et al., 2022). Second, mainstream single-scale generation methods often suffer
from texture blurring, uneven lighting, and structural distortion when generating high-
resolution images, making them inadequate for meeting the quality requirements of
immersive environments. Third, in tourism content generation tasks, existing approaches
still exhibit limited capability in integrating multi-modal conditions — such as semantics,
geographic cues, and depth information — resulting in outputs that lack spatial coherence
and realism. To address these challenges, this paper proposes an immersive tourism
content generation model based on a semantic-guided multi-scale diffusion network
(SGMSD-Net). Through semantic modulation, hierarchical diffusion, and multi-objective
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optimisation, the model achieves end-to-end modelling from semantic understanding to
high-fidelity content generation.
The main innovations and contributions of this work are summarised as follows:

1 Semantic-guided modulation mechanism

A semantic-guided modulation framework is developed by integrating semantic
embeddings with FiLM-based feature adaptation into the diffusion generation
process. Different from conventional diffusion models that mainly rely on implicit
semantic guidance, the proposed framework explicitly incorporates tourism-related
semantic attributes into intermediate feature representations, enabling more
controllable panoramic scene generation.

2 Multi-scale diffusion generation framework

The generation process is divided into three resolution stages, progressively
synthesising high-resolution tourism images from coarse to fine. This hierarchical
design allows structural, textural, and illumination features to be optimised at
different levels, significantly enhancing image realism and spatial consistency.

3 Comprehensive evaluation system and experimental validation

Comparative experiments are conducted on the SUN360 and Matterport3D datasets.
Using metrics such as FID, LPIPS, and CLIP Score, the proposed method is
evaluated from three dimensions — visual quality, perceptual consistency, and
semantic alignment — to comprehensively validate its effectiveness.

2 Related works

2.1 Research on diffusion-based generative models

Yang et al. (2023) proposed a systematic review framework that organises the
methodological taxonomy and developmental trajectory of diffusion models across
multiple modalities, including images, videos, and language. They identified three major
research directions: efficient sampling, likelihood estimation improvement, and
structured data modelling. Through comparative analysis, they examined differences
among classifier-guided, classifier-free guidance, DDPM, Score-based, and Latent
Diffusion methods, highlighting key challenges in text-to-image and discrete language
generation tasks. Ke et al. (2024) introduced the meta diffusion model, a meta-learning-
driven framework designed for text generation under strong constraints. By explicitly
injecting hard constraints into the diffusion inversion process and employing meta-
learning for rapid adaptation to different constraint sets, MDM achieves a balanced trade-
off between feasibility and fluency. Gao et al. (2025) proposed TWDT, a “training-free”
word-level controllable diffusion text generation method. Their approach directly applies
semantic guidance to the latent space during inference, enabling fine-grained control over
emotion, style, theme, and length, while preserving the non-autoregressive parallel
sampling advantages of diffusion-based language models. Experimental results
demonstrate consistent improvements in content alignment and readability across various
conditional and stylistic benchmarks. The study also discusses the trade-off between
control strength and fluency, providing a practical path for enhancing controllability in
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real-world tasks such as instruction writing and style transfer without additional
retraining. Li et al. (2023) proposed ET-DM, which integrates an Efficient Transformer
with a diffusion model for text-to-image synthesis. The authors utilised efficient attention
mechanisms and lightweight network structures to reduce inference steps and memory
consumption, while embedding text-semantic alignment into the diffusion inversion
process to improve detail fidelity and generation accuracy. Zhou et al. (2025) presented
MaskDiffusion, addressing the issue of multi-entity or attribute mismatches in text-to-
image generation. By introducing conditional masking and region-level guidance, their
model explicitly constrains key objects and attributes throughout the diffusion inversion
stages, thereby improving text-image consistency and mitigating attribute leakage.
Daneshfar et al. (2024) conducted the first systematic review focusing specifically on
diffusion-based image captioning. Using a task-oriented taxonomy, they summarised the
roles of diffusion models in caption generation — covering conditional modelling,
guidance and alignment strategies, decoding mechanisms, and evaluation protocols — and
provided an analytical comparison with autoregressive and retrieval-based methods,
outlining their respective strengths and weaknesses.

2.2 Research on tourism information generation and analysis

Hu et al. (2023) first extracted geographical location tags from travelogue texts, then
retrieved corresponding web images based on these tags, and finally presented the related
textual and visual information to users through an integrated interface. Wang et al. (2023)
collected 340,000 check-in records from 86 scenic spots in Shenzhen via Sina Weibo,
and mined data to analyse tourist origins, travel duration, check-in activity indices, and
inter-attraction correlations. Shapoval et al. (2018), using data from the Japan National
Tourism Organisation, applied decision tree analysis to investigate the behavioural
patterns of inbound tourists in Japan. Similarly, Fu et al. (2025) employed frequent
itemset mining on large-scale travel blogs to identify popular attractions and classic travel
routes. Wang et al. (2022) conducted a comprehensive review of text-based tourism big
data mining methods, detailing various text mining techniques such as topic detection,
text classification, clustering, and sentiment analysis. Park et al. (2021) argued that
tourism information mining can significantly improve the accuracy of tourist demand
prediction, thereby providing valuable insights for policy makers, industry investors, and
destination managers to support data-driven planning and investment decisions. Acharya
and Mohbey (2023) highlighted that the widespread use of location-based social
networks has generated vast amounts of user data. Based on this, they proposed a
personalised recommendation algorithm that integrates users’ historical behaviours,
attraction locations, social relationships, and user similarity, and validated the model
using real-world LBSN datasets. Collectively, these studies demonstrate that tourism
content generation research has traditionally focused on information mining and
multimodal analysis, integrating textual and visual data to form the foundation for
content recommendation. However, with the continuous advancement of deep learning
technologies, the cross-modal transformation between different types of data — such as
generating visuals from text — has become increasingly feasible. Building upon this
technological shift, this paper investigates the problem of immersive tourism content
generation. By leveraging diffusion models, it aims to generate semantically aligned,
high-fidelity visual scenes from textual descriptions, thereby providing users with a more
immersive and engaging tourism experience.
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3 Methodology

3.1 Data preprocessing

To train the generative model, this study employs tourism scene image datasets as the
primary data source. The original panoramic images are standardised using an
equirectangular projection to ensure geometric consistency across samples. Existing label
information within the dataset is utilised to construct corresponding semantic vectors.
Each sample in the dataset primarily contains three components: original panoramic
image, associated textual label or scene description, and depth information of the scene.
The textual descriptions or categorical labels are one-hot encoded and subsequently
embedded into a semantic vector space (Zhang et al., 2024). After preprocessing, each
sample can be formally represented as shown in equation (1):

Si Z{Ii,E,Di} (1)

where [; denotes the original panoramic image, 7; represents the semantic embedding
derived from the textual label or scene description, and D; corresponds to the depth
information associated with the scene. This structured preprocessing ensures that all
multimodal inputs-visual, textual, and spatial-are properly aligned and normalised,
providing a consistent foundation for the subsequent SGMSD-Net training process. The
feature processing is detailed shown in Figure 1 as follows:

Figure 1 The data preprocessing before training (see online version for colours)
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3.2 SGMSD-Net establishment

The ultimate goal of this study is to generate immersive images from users’ textual
descriptions. Therefore, during the design process, the primary inputs are the noisy image
xxx and the corresponding semantic vector mentioned above, while the final output is the
immersive image. The proposed SGMSD-Net mainly consists of three key modules: the
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semantic encoding module, the multi-scale diffusion backbone module, and the temporal
embedding and guidance module.

First, in the semantic encoding module, the text vector is processed through an MLP
for mapping, as follows.

The semantic label is embedded into a semantic vector and mapped into channel
modulation parameters to generate the feature scaling factor y and the bias term £

y=MLP, (s;) (@)

B=MLP; (s;) (3)
and applied to the intermediate layer features of the UNet through FiLM:
F'=yOF+p “

The semantic embedding controls the scaling and shifting of features, enabling different
tourism semantics to produce distinct feature distributions, thereby guiding the generation
direction. In the multi-scale diffusion process, a three-level resolution structure is
adopted, progressively generating clearer images from low to high resolutions. Each level
employs an independent UNet subnetwork as the noise predictor (Huang et al., 2024).
The motivation of the multi-scale diffusion design is based on the observation that
panoramic tourism images contain hierarchical visual information, where global scene
layout, object-level structures, and local texture details exhibit different spatial
characteristics. Directly learning all these representations within a single high-resolution
diffusion process requires the model to simultaneously optimise low-frequency structural
information and high-frequency details, which may increase the difficulty of feature
learning. Therefore, SGMSD-Net decomposes the generation process into multiple
resolution stages. The low-resolution diffusion stage first establishes global spatial
organisation and semantic layout, while subsequent stages progressively refine structural
boundaries and high-frequency visual details. This coarse-to-fine optimisation strategy
enables more effective allocation of model capacity across different spatial frequencies
and improves the consistency of panoramic scene generation.

k K [k
e = fiv (5", 51,1) ©)

In the reverse diffusion sampling process:

1 1-
M) = —(x,(k) ——alfa(k) (x,(k), s,-,t)j+a,z, 6)

N J1-2,
(k)

where ¢, is the noise of the network prediction, ¢; represents the diffusion noise

scheduling parameter; oz, denotes the Gaussian sampling noise. The denoised output

%9 is used as the upsampling condition for the next stage:

y(k+l) =Up ()’e(gk)) (7
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3).

The final output is the highest-resolution generated image x;”. The multi-scale

generation strategy enables the model to learn global layouts and local textures
progressively from coarse to fine, reducing the instability associated with directly
generating high-resolution images. On the other hand, temporal embedding and guidance
are incorporated into the model: the time step t is encoded using sinusoidal positional
encoding w(f) to help the model perceive the diffusion progress. During inference,
classifier-free guidance is applied, as shown in equation (8):

& =1+ wheg (x,, 51, 1) — weg (X1, P, 1) (8)

where w represents the strength of semantic guidance. This strategy enhances semantic
consistency without introducing an additional discriminator and allows the adjustment of
generation diversity according to task requirements. Therefore, through the integration of
semantic guidance and a multi-scale diffusion mechanism, the model can generate
tourism scene images with complete structures, consistent semantics, and fine-grained
textures, providing high-quality content for applications such as virtual tourism and
digital tours. The motivation of the hierarchical diffusion strategy is based on the multi-
scale characteristics of panoramic tourism images. Specifically, global scene layout and
spatial organisation mainly correspond to low-frequency visual information, while object
boundaries, texture patterns, and illumination variations are represented by high-
frequency details. A single-stage high-resolution diffusion model needs to simultaneously
optimise these heterogeneous representations, which increases the difficulty of feature
learning. Therefore, SGMSD-Net decomposes the generation process into multiple
resolution stages, allowing different diffusion stages to focus on specific levels of visual
information and progressively refine the generated results.

3.3 Model framework and loss design

Based on the SGMSD-Net introduced in Section 3.2, the final output of the network is
the realistic image. Considering the three-level diffusion process, three types of loss
functions are designed in this study: noise prediction loss, perceptual consistency loss,
and semantic consistency loss. The definitions of these three loss functions, along with
the final total loss function, are as follows:

Liise =By o€ —€9 (Xz > Sis t)i 9
Lpere =9 (50)— 0 (1), (10)
Esemzl—COS(f()’(\fo),Si) (11)

where Lgisr is the noise prediction loss, is used to train the model for accurate noise
prediction; Ly represents the perceptual consistency loss, which ensures that the
generated image maintains visual detail consistency with the real image, Lsm denotes the

semantic consistency loss, which constrains the generated result to align with the
semantic labels. The final total loss function is defined as shown in Equation (12):
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Liowat = W Laigr + A »Cperc + A Lsem (12)

Based on the above information, the overall architecture of the proposed model is
illustrated in Figure 2.

Figure 2 The framework for SGMSD-Net (see online version for colours)

Position encoder y/ (t)

[ N ZiR
Input: MLPI ¥ MLP2 B [ UNetl ] [ UNet2 ] [ UNet3 ] Result
Image and semantic ] ! ' I q p q ! esu!
information | . [ ¥ jl' 7 f 4 T IL' :
| FiLM modulation | | B £ -;—_rf # f |
[ [}f{] Fipp t;ﬂ] !

N Ri=256<128  Ra=512x256  Rs=1024x512 /7

F'=yOF+p

Semantic Encoder Multi-Scale Diffusion Backbone

As shown in Figure 2, the framework first receives an input random noise image along
with the corresponding semantic label information. The semantic labels are processed
through an embedding layer and a MLP to generate semantic vectors, which are then
used to produce feature modulation parameters for semantic guidance within the feature
layers of the UNet. Next, under the control of time-step encoding, the noisy image passes
sequentially through three multi-scale diffusion modules of different resolutions. The
model progressively denoises and refines the image from low to high resolution,
achieving a coarse-to-fine generation process. The output from each stage is upsampled
and used as a prior condition for the next stage, ensuring structural continuity and rich
detail. Finally, the model outputs a high-resolution immersive tourism image, in which
semantic information and visual features remain consistent. This enables realistic
reconstruction of specific landscapes, scenes, or environments, providing a robust
foundation for high-quality content generation in virtual tourism and digital cultural
tourism applications.

4 Experiment results and analysis
4.1 Datasets and experiment setup

In this study, to meet the needs of immersive tourism content generation, we used two
public datasets, SUN360 (Chen et al., 2023) and Matterport3D (Ramakrishnan et al.,
2021), for model testing. SUN360 is a large-scale panoramic image dataset containing
more than 26,000 high-resolution indoor and outdoor panoramic images, covering
various scene types such as natural landscapes, urban streets, and building interiors. The
data are stored in an equirectangular projection format, supporting full-view observation.
This dataset provides scene categories and semantic labels, making it suitable for
panoramic image generation, immersive visual understanding, scene reconstruction, and
tourism content generation. Matterport3D is a high-quality real-world three-dimensional
scene dataset that includes over 10,000 panoramic viewpoints from more than 90
architectural environments. Each sample contains RGB images, depth maps, normal
maps, and camera pose information, which can be used for three-dimensional
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reconstruction and spatial understanding. The dataset covers various indoor structures
such as residential buildings, hotels, and shopping malls, featuring high geometric
precision and rich semantic annotations, making it ideal for research on immersive
content generation, visual navigation, and structural perception.

In model performance evaluation, we used three metrics: FID, LPIPS, and CLIP
Score. FID measures the difference in feature distribution between generated and real
images. It uses the Inception network to extract high-level image features and then
calculates the Fréchet distance between the mean and covariance of the generated and
real image feature distributions. A lower FID indicates that the generated images are
more perceptually similar to real ones, making it one of the most commonly used quality
metrics in image generation tasks. LPIPS calculates perceptual similarity in deep network
feature space to assess the visual consistency between images. Compared with pixel-level
metrics, LPIPS better aligns with human perception. A lower LPIPS value indicates that
the generated image is closer to the real image in terms of semantics and textural details,
and it is commonly used to evaluate the quality of diffusion and adversarial generation
models. CLIP Score measures the similarity between generated images and input
semantic descriptions based on the CLIP model. By comparing the cosine similarity of
images and texts in a unified vision-language feature space, it evaluates the degree of
semantic alignment. A higher CLIP Score indicates that the generated content better
matches the semantic conditions, making it suitable for quantitative evaluation in
semantic-guided generation tasks. In addition to CLIP Score, Semantic Attribute
Accuracy (SAA) is introduced to further evaluate the fine-grained semantic
controllability of the generated images. Different from CLIP Score, which measures the
overall similarity between images and text descriptions, SAA evaluates whether specific
semantic attributes contained in the input conditions are correctly reflected in the
generated results. Specifically, a pretrained attribute classifier is employed to identify
semantic attributes from generated images, and the accuracy between the predicted
attributes and the input semantic labels is calculated. In this study, scene category,
landmark type, and weather condition are considered as the main semantic attributes.

For comparison, four representative generative models, Pix2PixHD (Yu et al., 2024),
SPADE (Gerogiannis et al., 2023), DDPM (Alblwi et al., 2025), and stable diffusion (Du
et al., 2023), were selected as baselines to verify the advantages of the proposed
SGMSD-Net in semantic consistency and immersive image quality. This study uses FID,
LPIPS, and CLIP Score to comprehensively evaluate model performance from three
aspects: visual quality, perceptual consistency, and semantic alignment. As this study
involves large-scale parameter computation and image generation, the experimental
environment we built is shown in Table 1 and the training configuration of SGMSD-Net
is summarised in Table 2.

Table 1 The experiment environment setup
Environment Information
CPU 17-14700F
GPUs RTX 4080
Language Python 3.5

Framework Pytorch
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Table 2 Training configuration of SGMSD-Net

Configuration Setting
Diffusion stages 3
Diffusion steps 1,000
Sampling steps 50
Optimiser Adam
Learning rate 1x10+
Batch size 8
Training epochs 200
Semantic embedding dimension 256

These baselines cover different categories of image generation approaches, including
conditional adversarial generation methods, semantic layout-guided generation methods,
and diffusion-based generation frameworks. Although recent large-scale diffusion models
have demonstrated strong general image synthesis capabilities, this study focuses on
tourism-specific panoramic generation, where semantic consistency, spatial structure
preservation, and scene-level controllability are the primary evaluation objectives.

4.2  Method comparison and result analysis

After completing the model construction and training, experiments were conducted on the
two datasets, and the main results are shown in Figures 3 and 4.

Figure 3 The method comparison results on SUN360 datasets (see online version for colours)
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Figure 3 presents the performance comparison results of different methods on the
SUN360 dataset. As shown in Figure 3(a), SGMSD-Net achieves the lowest FID value
among all methods, indicating that the distribution of the generated images is closest to
that of real panoramic tourism images. This result demonstrates that the proposed method
can generate more realistic visual content with fewer distributional differences from the
target data. In Figure 3(b), SGMSD-Net also obtains the lowest LPIPS score, suggesting
that its generated images have better perceptual consistency and stronger detail
restoration ability. Compared with Pix2PixHD and SPADE, which tend to produce
blurred textures or insufficient structural details, SGMSD-Net can better preserve local
visual features. As shown in Figure 3(c), the proposed method achieves the highest CLIP
Score, proving that the generated results are more consistent with the input semantic
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descriptions. This advantage mainly benefits from the semantic modulation mechanism,
which strengthens the coupling between semantic embeddings and visual generation.

Figure 4 The method comparison results on Matterport3D datasets (see online version
for colours)
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Figure 4 presents the comparison results on the Matterport3D dataset. According to
Figure 4(a), SGMSD-Net again obtains the best FID performance, indicating its strong
ability to generate realistic indoor immersive scenes with complex spatial structures. In
Figure 4(b), the lower LPIPS value of SGMSD-Net shows that the proposed model can
better restore perceptual details such as indoor textures, lighting, and spatial boundaries.
This is particularly important for immersive tourism content generation, where structural
continuity and scene realism directly affect user experience. As illustrated in Figure 4(c),
SGMSD-Net achieves the highest CLIP Score, further confirming its superiority in
semantic alignment. Compared with the baseline diffusion models, SGMSD-Net can
more accurately generate visual content corresponding to specific tourism-related
semantic conditions.

To further verify the semantic controllability of SGMSD-Net beyond global semantic
similarity evaluation, the Semantic Attribute Accuracy (SAA) results are reported in
Table 3. SGMSD-Net achieves an average SAA of 92.9%, outperforming Pix2PixHD,
SPADE, DDPM, and Stable Diffusion by 12.6%, 11.0%, 8.3%, and 5.9%, respectively.
This improvement indicates that the proposed FiLM-based semantic modulation
mechanism can effectively transfer high-level semantic attributes into visual generation
patterns. In particular, the model achieves higher accuracy in scene category and
landmark recognition, demonstrating its capability to preserve key tourism-related
semantic information during the generation process. Meanwhile, the weather attribute
accuracy remains slightly lower because environmental conditions generally involve
more subtle visual variations, such as illumination and atmospheric effects.

Table 3 Semantic attribute accuracy comparison
Method Scene (%) Landmark (%) Weather (%) Average SAA (%)
Pix2PixHD 82.6 79.8 78.5 80.3
SPADE 84.1 81.5 80.2 81.9
DDPM 86.7 843 82.8 84.6
Stable diffusion 88.9 86.5 85.7 87.0

SGMSD-Net 94.2 92.8 91.6 92.9
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4.3  Application analysis

After completing the analysis of objective evaluation metrics, a subjective evaluation
experiment was further conducted to assess the perceptual quality of generated images.
Ten volunteers were recruited, including 6 males and 4 females, with ages ranging from
22 to 45 years. All participants had normal or corrected-to-normal vision and were
familiar with digital image viewing tasks, but none of them participated in the model
development process. To reduce potential selection bias, images for subjective evaluation
were randomly selected from the test sets of SUN360 and Matterport3D. For each
dataset, the same number of generated images from different methods was presented to
participants in a randomised order. Participants were asked to independently score each
image from three aspects: visual realism, semantic consistency, and overall perceptual
quality, using a five-point scale. The final score of each method was calculated by
averaging the ratings from all participants.

Figure 5 The picture quality distribution on SUN360 datasets (see online version for colours)

FID

LPIPS

=
=

==

. .
P\ﬂm\‘\ﬂ SphOE

. . .
ooPM ;\ab\eo‘““s\anse\ﬁ“‘ﬂe\

(@

032

0.30

ii%

==

==

B
=

-

. . .
oo™ e o s

(b)

‘ ‘
P gprof

. . .
oo e IS cone

(©)

.
on2P®  ppoE

Figure 6 The picture quality distribution on Matterport3D datasets (see online version
for colours)
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Figure 5 presents the quality distribution results on the SUN360 dataset. As shown in
Figure 5(a), SGMSD-Net obtains the lowest FID distribution among all comparison
methods, and its boxplot is more concentrated, indicating that the generated images are
closer to real images in terms of feature distribution and that the model has better
generation stability. In Figure 5(b), SGMSD-Net achieves the lowest LPIPS distribution,
suggesting that the generated images are more consistent with real images in perceptual
quality, texture details, and local visual structures. Compared with Pix2PixHD and
SPADE, the proposed method produces fewer perceptual deviations and more stable
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visual details. As shown in Figure 5(c), SGMSD-Net achieves the highest CLIP Score
distribution, demonstrating that its generated results have stronger semantic consistency
with the input descriptions. This result further verifies the effectiveness of the semantic-
guided modulation mechanism in improving text-image alignment.

Figure 6 shows the quality distribution results on the Matterport3D dataset.
In Figure 6(a), SGMSD-Net maintains the lowest FID distribution, indicating that the
proposed method can generate more realistic immersive indoor scenes even under
complex spatial structures. As shown in Figure 6(b), the LPIPS distribution of SGMSD-
Net is also the lowest, which proves that the model performs better in restoring indoor
textures, lighting details, and spatial boundaries. This advantage is particularly important
for virtual tourism and immersive scene construction, where spatial continuity directly
influences the user’s visual experience. In Figure 6(c), SGMSD-Net obtains the highest
CLIP Score distribution, showing that the generated images are more accurately aligned
with the corresponding semantic conditions. These results indicate that SGMSD-Net
achieves consistent performance across the evaluated panoramic scene datasets,
demonstrating its effectiveness in generating high-quality tourism images under different
scene conditions.

After completing the analysis of objective evaluation metrics, ten volunteers were
recruited to conduct a subjective assessment of the quality of the generated images. The
evaluation results of different models for various images are shown in Figure 7.

Figure 7 Comparison of user scores (see online version for colours)
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Figure 7(a) presents the distribution of individual user scores for different methods. It can
be observed that SGMSD-Net receives higher and more concentrated scores than the
baseline methods, indicating that users generally perceive its generated images as clearer,
more realistic, and more semantically consistent. In contrast, the scores of Pix2PixHD,
SPADE, and DDPM fluctuate more obviously, suggesting that their generated results are
less stable in subjective visual quality. Figure 7(b) further compares the mean user scores
of different methods. SGMSD-Net achieves the highest average score of 9.0,
outperforming Stable Diffusion, DDPM, SPADE, and Pix2PixHD. This result confirms
that the proposed method not only improves objective evaluation metrics but also
provides a better subjective visual experience.
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4.4 Ablation study of multi-scale diffusion design

To investigate the effectiveness of the proposed hierarchical diffusion strategy, an
ablation experiment is conducted by varying the number of diffusion stages while
keeping other components unchanged. As shown in Table 4 and Table 5, the three-stage
diffusion architecture consistently achieves the best performance on both SUN360 and
Matterport3D datasets. Compared with the single-stage diffusion model, SGMSD-Net
reduces the FID by 20.8% and 21.7% on SUN360 and Matterport3D, respectively, while
improving the CLIP Score by 2.4% and 2.8%.

Table 4 Ablation study of diffusion stages on SUN360

Model Diffusion stage FID | LPIPS | CLIP score 1
SGMSD-Net (Single-stage) 1 18.72 0.162 0.873
SGMSD-Net (Two-stage) 2 16.45 0.151 0.884
SGMSD-Net (Three-stage) 3 14.83 0.139 0.897

Table 5 Ablation study of diffusion stages on Matterport3D datasets

Model Diffusion stage FID | LPIPS | CLIP score ©
SGMSD-Net (Single-stage) 1 21.36 0.178 0.851
SGMSD-Net (Two-stage) 2 18.94 0.165 0.865
SGMSD-Net (Three-stage) 3 16.72 0.152 0.879

The results indicate that the performance improvement does not simply originate from
increasing model complexity, but mainly benefits from the coarse-to-fine generation
mechanism. The first diffusion stage focuses on learning global scene layout and spatial
structure, while subsequent stages progressively refine object boundaries, textures, and
illumination details. By decomposing high-resolution image synthesis into multiple
hierarchical generation steps, the proposed strategy provides more effective feature
representations for complex panoramic tourism scenes.

4.5 Computational cost analysis

To evaluate the computational overhead introduced by the proposed multi-scale diffusion
architecture, the parameter number, floating-point operations (FLOPs), inference time,
and GPU memory consumption are reported in Table 6. All experiments are conducted
under the same hardware configuration. SGMSD-Net introduces additional
computational cost compared with conventional DDPM due to the hierarchical diffusion
process. However, compared with large-scale diffusion models such as Stable Diffusion,
SGMSD-Net maintains a relatively moderate computational requirement while achieving
better semantic alignment and panoramic generation quality.

Table 6 Computational cost comparison
Method Params (M) FLOPs (G) Inference time GPU memory
(s/image) (GB)
DDPM 124.6 218.5 8.7 12.4
Stable diffusion 859.5 512.8 12.6 15.8

SGMSD-Net 356.2 286.4 10.3 13.9
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Although the three-stage diffusion structure requires multiple denoising operations, the
hierarchical generation strategy avoids directly optimising all high-resolution details in a
single step. By progressively refining global structures and local textures, the proposed
framework achieves a better balance between generation quality and computational
efficiency.

5 Discussion

The proposed SGMSD-Net integrates a semantic encoding module, a multi-scale
diffusion generation module, and a semantic-guided loss mechanism to address weak
semantic control, insufficient visual detail, and poor panoramic consistency in tourism
image generation. Experimental results on SUN360 and Matterport3D show that
SGMSD-Net outperforms Pix2PixHD, SPADE, DDPM, and Stable Diffusion in FID,
LPIPS, and CLIP Score, indicating improvements in visual realism, perceptual
consistency, and semantic alignment within the evaluated datasets.

The semantic encoding module maps structured information, including scene
categories, landmark types, and weather conditions, into continuous semantic vectors
through an embedding layer and a multilayer perceptron. The generated modulation
parameters y and [ are then applied to intermediate UNet features through FiLM. This
mechanism provides direct channel-level control over the generation process and enables
different semantic inputs to produce corresponding visual characteristics. The average
semantic attribute accuracy of 92.9% further demonstrates that the model can preserve
fine-grained attributes rather than merely achieving global image-text similarity. Related
research has also shown that language-guided constraints can help maintain semantic
information during visual optimisation (Liu et al., 2025), supporting the combination of
perceptual and semantic consistency objectives adopted in SGMSD-Net.

FiLM itself is not a newly proposed conditioning mechanism. The contribution of this
study lies in adapting it to immersive tourism panoramic generation by explicitly
modelling structured tourism-related conditions. Compared with cross-attention, FiLM
introduces relatively low computational overhead and is suitable for categorical and
attribute-based semantic inputs. However, its ability to process long descriptions,
ambiguous expressions, and complex relationships remains limited. Future work may
therefore combine FiLM-based attribute control with cross-attention-based multimodal
interaction to support more detailed natural-language instructions.

The multi-scale diffusion module divides image generation into three resolution
stages. The low-resolution stage establishes the global layout and colour distribution, the
intermediate stage refines spatial structures and object boundaries, and the
high-resolution stage restores textures and illumination details. This coarse-to-fine
process reduces the difficulty of simultaneously learning global and local information in a
single high-resolution diffusion model. The ablation results show progressive
improvements from the single-stage to the three-stage configuration, confirming that the
performance gain mainly results from hierarchical visual refinement. Nevertheless, the
use of multiple diffusion stages also increases parameter size, inference time, and
memory consumption. Therefore, the proposed framework is currently more suitable for
offline virtual-tour production, exhibition design, and cultural heritage visualisation than
for real-time or resource-constrained applications.
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The joint loss function further improves generation quality by combining diffusion
noise prediction loss, perceptual consistency loss, and semantic consistency loss. These
objectives constrain the generated images at the noise, feature, and semantic levels,
helping the model maintain both realistic visual details and thematic correspondence.
This design is particularly important for tourism scenes, where visually attractive images
may still be unsuitable when landmarks, environmental conditions, or cultural
characteristics do not match the input descriptions.

Beyond algorithmic performance, SGMSD-Net provides a practical approach to
virtual tourism and digital cultural tourism content production. Users can generate
panoramic scenes from relatively simple semantic descriptions, reducing the technical
requirements for tourism organisations, museums, and non-professional content creators.
Smart tourism research has demonstrated the value of human-computer interaction and
user-oriented intelligent services (Yan et al., 2025). In this context, SGMSD-Net may
extend tourism systems from destination recommendation to personalised visual-content
generation. The generated scenes may also be integrated with virtual reality and
augmented reality systems for virtual tours, urban planning, and interactive exhibitions.
Existing research on VR-based virtual environments indicates that realistic visual scenes
can enhance immersive perception and interaction (Wu et al., 2025), providing support
for the further integration of SGMSD-Net with immersive display technologies.

Several limitations should nevertheless be recognised. First, SUN360 and
Matterport3D have limited geographical and cultural coverage, and the current results
cannot fully demonstrate cross-domain generalisation. Second, incomplete or ambiguous
semantic labels may cause inconsistent landmarks, environmental conditions, or spatial
structures. Semantic normalisation and prompt-enhancement strategies should therefore
be introduced. Third, the subjective evaluation involves a relatively small number of
participants and should be expanded with more diverse users and inter-rater reliability
analysis. Finally, highly realistic generated tourism images may raise concerns regarding
authenticity, cultural misrepresentation, and inappropriate use. Synthetic content should
be clearly identified, and human review or cultural-expert verification should be
incorporated into practical applications.

6 Conclusions

This paper addresses the challenges of insufficient semantic control, lack of image detail,
and limited generalisation across multiple scenes in immersive tourism content
generation by proposing a SGMSD-Net. Built upon a diffusion generation framework,
the model integrates a semantic modulation mechanism with a multi-scale structured
generation strategy, achieving end-to-end optimisation from semantic understanding to
high-resolution image synthesis. Specifically, the model first extracts semantic features of
tourism scenes through a semantic embedding module, employing FiLM modulation to
dynamically incorporate these features into a multi-scale diffusion network, thereby
achieving deep coupling between semantic and visual representations. Next, a
hierarchical multi-scale diffusion structure progressively reconstructs scene layout,
detailed textures, and lighting characteristics from low to high resolution, ensuring spatial
coherence and visual realism. Finally, a joint optimisation of semantic consistency loss
and perceptual loss enables multi-level refinement from the pixel layer to the semantic
layer.



18 L. Wei et al.

Experimental results demonstrate that SGMSD-Net achieves superior performance on
two benchmark datasets: it outperforms Pix2PixHD, SPADE, DDPM, and Stable
Diffusion across all three metrics — FID, LPIPS, and CLIP Score. The generated images
exhibit significant advantages in semantic alignment, detail fidelity, and immersive
realism. Subjective user evaluations further confirm the superiority of SGMSD-Net in
both visual experience and content consistency. These findings indicate that SGMSD-Net
provides a new technical pathway for high-quality and semantically controllable tourism
image generation, laying a solid foundation for intelligent cultural tourism and digital
content creation.

Despite its strong performance, SGMSD-Net still has certain limitations. First, its
detail reconstruction capability and generation efficiency require further improvement
when dealing with ultra-high-resolution scenes. Second, its generalisation ability under
extreme lighting conditions and complex spatial structures remains limited; in low-light
or highly variable multi-view environments, structural distortion or semantic drift may
still occur. Moreover, the current model primarily relies on fixed semantic labels for
guidance and lacks comprehensive understanding and dynamic control of multimodal
semantics. Future research may proceed in the following directions:

1  integrating large-scale multimodal pre-trained models to enhance semantic
representation and cross-modal understanding

2 exploring controllable diffusion mechanisms by introducing interpretable conditional
controls and user-interactive interfaces for flexible adjustment of image structure,
style, and semantic hierarchy

3 investigating collaborative generation methods that combine diffusion-based
synthesis with 3D reconstruction, virtual touring, and spatial perception modelling,
to achieve high-fidelity restoration from 2D images to panoramic scenes.

Through these extensions, SGMSD-Net has the potential to further advance the deep
application of artificial intelligence in digital cultural tourism, cultural heritage
preservation, and immersive visual communication, providing a new research paradigm
and technological foundation for the interpretability, personalisation, and practical
deployment of intelligent visual generation systems. In addition, future studies will
further investigate the integration of more recent large-scale diffusion architectures and
controllable generation frameworks to evaluate the scalability of SGMSD-Net under
broader generation scenarios.
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