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Abstract: Traditional manual methods are often subjective and inefficient, 
falling short of the demands for large-scale and high-efficiency testing. To 
address this, an intelligent and automated fitness testing platform has been 
developed. The study integrates an improved Fast-OpenPose model with a 
support vector machine for sit-up detection, and combines BlazePose with an 
enhanced DeepLabV3+ for pull-up evaluation. Finally, a comprehensive 
platform incorporating both Fast-OpenPose and BlazePose is established. 
Results indicated that the improved Fast-OpenPose model achieved an average 
accuracy of 71.2%, an 8.9% increase over the original OpenPose, with a 
processing speed of 20 FPS. After 2,500 iterations, the refined DeepLabV3+ 
model attained 78.5% mIoU and 81.7% FWIoU. The platform showed minimal 
deviation between automated and manual counts for sit-ups and pull-ups, 
achieving an overall accuracy of 99.82%. This study offers a more intelligent, 
efficient, and accurate solution for physical fitness assessment, advancing the 
field toward intelligent automation. 

Keywords: OpenPose; BlazePose; physical health test; PHT; automation; 
DeepLabV3+; support vector machine; SVM. 
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1 Introduction 

As public health awareness continues to grow, physical health testing (PHT) has received 
widespread attention as an important means of evaluating individual physical function 
and health status (Arya and Maji, 2024; Woo and Jeong, 2025; Liu and Shi, 2024). 
Traditional PHT methods, such as sit-ups and pull-up tests, typically rely on manual 
counting and judgment. This not only consumes a significant amount of manpower and 
material resources, but also presents several problems, including strong subjectivity, low 
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efficiency, and a high likelihood of counting errors, making it difficult to meet the  
large-scale and high-efficiency PHT requirements (Surkov et al., 2025; Wang and Dong, 
2024; Uo et al., 2025). Therefore, developing an intelligent and automated PHT platform 
has important practical significance (Yang and Kim, 2024). Advances in computer vision 
and artificial intelligence (AI) technology have provided new ideas for solving this 
problem. Human pose estimation (HPE) and semantic segmentation, as two key 
technologies in computer vision, have shown great potential in human action recognition 
(HAR), object detection, and other areas (Hassanin et al., 2025; Xu et al., 2025). Many 
scholars have also conducted research on this issue. 

To save on the cost of human gait assessment, Hulleck et al. integrated the Seq2seq 
autoencoder deep learning model into the low-power BlazePose algorithm and proposed 
a smartphone-based pose estimation algorithm. This method reduced the MAE of the left 
ankle joint angle from 13.4° in fast gait to 5.3°, from 16.3° in normal gait to 7.5°, and 
from 15.5° in slow gait to 7.5° (Hulleck et al., 2024). To effectively identify the unique 
features of traditional dance, Yuan et al. proposed an AI-based Korean traditional dance 
action recognition model. This model applied the BlazePose model to generate real-time 
bone keypoints. These key points were integrated with the enhanced metadata set and 
processed through customised methods to achieve real-time recognition of dance 
movements. This method could effectively identify five basic traditional Korean dance 
movements and had great potential in analysing complex movement patterns (Yuan and 
Zhou, 2025). In response to the issues of high matching error and low recognition rate in 
traditional skeleton point-based human motion matching methods, Su et al. constructed a 
skeleton point coordinate motion matching model built on an OpenPose model. This 
model used a feedforward network for 2D confidence mapping and introduced a greedy 
relaxation algorithm to optimise the accuracy of multi-body bone point association 
matching. The loss rate of this method was 12.4%, and the Rank-n recognition rate could 
reach 95.2%, indicating higher accuracy. Its application in physical education could help 
improve the completion of course tasks (Su, 2025). To evaluate the effectiveness of 
motion detection algorithms, Lopes et al. evaluated the extraction performance of 
OpenPose (2D), YOLO Pose (2D), and BlazePose (3D) on human skeletons. It was found 
that using OpenPose skeleton extraction (2D) achieved the highest F1-score of 0.745, 
followed by calculating the angles of each joint. This indicated that OpenPose skeleton 
representation could be a feasible solution for computing human motion in serious games 
(Lopes et al., 2024). To efficiently recognise human movements, Jayamohan and Yuvaraj 
(2025) developed a new method for recognising human movements through image 
semantic segmentation. This method achieved a precision of 98.52% on UCF101 and 
84.25% on HMDB51. This model achieved advanced results in HAR tasks, surpassing 
existing methods in terms of accuracy (Jayamohan and Yuvaraj, 2025). 

In summary, OpenPose and BlazePose, as advanced HPE models, can precisely detect 
the position information of key points in the human body, providing strong support for 
action recognition and analysis. Semantic segmentation technology can accurately divide 
different regions in an image, which helps extract key targets from complex backgrounds. 
However, there are still three core bottlenecks in the large-scale application of existing 
related technologies in PHT: firstly, in terms of computational efficiency, the traditional 
OpenPose parameter quantity is difficult to support multiple concurrent testing scenarios. 
Although lightweight models such as MediaPipe Pose have improved speed, their 
accuracy in detecting core joint points for specific body measurement movements, such 
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as sit-ups and pull-ups, is insufficient. Secondly, in terms of specific action recognition 
accuracy, most of the existing research focuses on gait, dance, and other actions. There is 
no special feature extraction mechanism designed to standardise the judgment of 
anthropometric actions (such as sit-up angles, pull-up bar standards), which can easily 
lead to counting deviations. Thirdly, at the system integration level, most research only 
focuses on the verification of a single algorithm, and does not realise the full-process 
integration of “attitude detection, action discrimination, counting, and statistics platform 
deployment.” It lacks optimised solutions for edge devices and is difficult to adapt to 
large-scale testing scenarios such as campuses. In response to this issue, this study 
innovatively integrates the advantages of Fast-OpenPose and BlazePose HPE models and 
combines semantic segmentation technology to build an intelligent physical health testing 
platform (IPHTP). In terms of sit-up tests for physical health, this study will deeply 
integrate the improved Fast-OpenPose algorithm with the powerful support vector 
machine (SVM). An efficient and reliable automatic counting method is innovatively 
proposed, effectively avoiding the subjectivity and errors of manual counting. In terms of 
pull-up testing, a method combining semantic segmentation and HPE has been proposed. 
The paper aims to offer a more intelligent and accurate solution for PHT by integrating 
multiple advanced technologies, and promote the intelligent development of PHT. 

2 Methods and materials 

2.1 Design of sit-up testing method based on improved Fast-OpenPose 

The current traditional sit-up test mode has obvious drawbacks. During the testing 
process, not only does it require the deployment of numerous manpower inputs, but it is 
also susceptible to subjective factors from the counter, resulting in low overall counting 
efficiency and greatly reduced accuracy, making it difficult to meet testing requirements 
(Bhosle and Musande, 2023; Kumar and Worsley, 2023; Giles et al., 2020). To promote 
the intelligent direction of PHT, this study deeply integrates the improved Fast-OpenPose 
with the powerful SVM, and innovatively proposes an efficient and reliable automatic 
counting method. When processing test videos, this method first converts the video into a 
single frame image, uses the OpenPose model to accurately extract human features, and 
predicts key point position information. Subsequently, the SVM classification algorithm 
is used to classify and process the key point data, to determine the regularity of the 
action. If standing, the detection will stop, and the number of movements during that time 
period will be output. 

The OpenPose model used in this study is a multi-person pose estimation model 
based on convolutional neural networks. Its principle is to achieve keypoint detection and 
correlation through a two-stage branch network (Wang et al., 2022; Tristan et al., 2022). 
Firstly, the backbone network extracts multi-scale features of the input image. Branch 1 
uses part affinity fields (PAFs) to encode spatial relationships between human body parts. 
Branch 2 predicts the key point heatmap. By using non-maximum suppression to locate 
key point coordinates, combined with the vector field information of PAF, a greedy 
algorithm is employed to match different body parts, ultimately constructing a complete 
human skeletal structure (Worsey et al., 2021; Dai and Lu, 2021; Ren, 2023). The 
expressions for the two branches are shown in equation (1). 
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In equation (1), Sn and Ln are the outputs of branches one and two. ρn and φn are the 
intermediate results of the nth iteration of the network. After each stage of model training, 
it is necessary to calculate the confidence map of key points and the loss function values 
of PAFs, store them properly, and then accumulate the losses of each stage to calculate 
the gradient. As the training stages increase, the model is more likely to converge, and the 
accuracy of the generated prediction graph will also significantly improve. The 
expressions for the two loss functions are shown in equation (2). 
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In equation (2), P is the key point position area. n
Lf  and n

sf  are the loss functions of 
PAFs and CPMs. *

cL  and *
jS  are true values. W(P) is the weight of the key point in the P 

region. n
jS  and n

cL  are predicted values for keypoint confidence and affinity. 

Figure 1 Improved OpenPose structure (see online version for colours) 
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However, traditional OpenPose models have exposed many shortcomings in practical 
applications, such as high complexity and an extremely large number of model 
parameters, resulting in a time-consuming detection process that is hard to meet the needs 
of real-time and efficiency (Li et al., 2021; Wang and Shi, 2023; Buttfield and Ball, 
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2020). To address these issues, this study combines FasterNet with the spatial group-wise 
enhancement (SGE) mechanism to carry out targeted improvements to the OpenPose 
model. The improved OpenPose framework is displayed in Figure 1. 

Figure 2 FasterNet architecture diagram, (a) FasterNet network (b) improved convolutional 
block structure (see online version for colours) 
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In Figure 1, this study implements four systematic improvements in model architecture 
and key module design. Firstly, the architecture upgrade is carried out for the backbone 
network, replacing the traditional VGG-19 network with a lightweight FasterNet 
architecture, which significantly reduces computational complexity through grouping 
convolution and channel shuffling mechanisms while maintaining feature extraction 
capabilities. Secondly, in terms of optimising the prediction branch structure, the 
symmetric dual branch structure of stages 1 to 6 has been reconstructed into a hybrid 
architecture consisting of a single branch shared convolution in the first half and 
independent optimisation of dual branches in the second half. This design enables 
efficient reuse of low-level features and reduces the amount of redundant calculations. 
The third step is to improve the convolution operation of the common branch in stages 2 
to 6 by using depthwise separable convolution instead of standard convolution, and 
reconstructing the residual connection path to enhance gradient propagation efficiency. 
Finally, after the feature extraction layer in stage 0, the SGE module is introduced to 
dynamically allocate spatial weights to enhance the feature response of key areas of the 
human body (such as joints and contours), thereby improving the spatial semantic 
modelling ability for pose estimation tasks (Ellens et al., 2022). The conventional  
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VGG-19 backbone network suffers from excessive parameter size and high 
computational complexity, making it inadequate for real-time requirements in embedded 
systems. As a lightweight architecture, FasterNet uses grouped convolution and channel 
transformation mechanisms to significantly reduce parameter counting and computational 
overhead while maintaining strong feature extraction capabilities. Therefore, it is more 
suitable for real-time applications in physical health monitoring. The FasterNet structure 
and improved convolutional block structure used for optimising the backbone network 
are shown in Figure 2. 

In Figure 2(a), the overall FasterNet architecture consists of four stages. Before 
starting each stage, targeted embedding or merging layers will be setup to prepare for 
subsequent processing. Each stage is mainly built by multiple carefully designed 
FasterNet blocks. At the end of the architecture, the classification task is completed 
sequentially through the global pooling layer and the fully connected layer. The inverse 
residual structure that combines partial convolution and point convolution is used within 
the block to divide the input feature map (Fmap) into two parts for processing and then 
add them up to output, thereby improving performance. In Figure 2(b), in terms of 
convolutional block optimisation, there are many 7 × 7 convolutions and high 
computational costs in the prediction stage. It is replaced with convolutional blocks that 
can capture long-range spatial dependencies and reduce complexity. The stacking depth 
can separate the convolutional layers and add residual connections to expand the 
receptive field, while reducing the quantity of parameters and computational complexity. 

Figure 3 SGE attention module structure (see online version for colours) 
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Finally, in the process of network lightweighting improvement, issues such as limited 
performance, insufficient expression of key areas, and noise interference urgently need to 
be addressed. Therefore, this study introduces the SGE module. In HPE tasks, SGE 
demonstrated outstanding performance. In sit-up testing, the lumbar region, hip joint, and 
knee joint serve as key detection points for core motion identification, which are prone to 
background interference, causing detection deviations. The dynamic weight adjustment 
mechanism of the SGE module operates through four steps: First, input feature maps are 
divided into eight subgroups by channel, with three subgroups specifically matching 
feature channels for lumbar, hip, and knee joints. Second, global average pooling (GAP) 
is applied to extract spatial semantic statistics from these subgroups, generating a 
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semantic similarity matrix between groups. Third, a spatial weight distribution is created 
based on this similarity matrix, assigning high weights (0.8–1.0) to core joint regions and 
low weights (0.2–0.5) to non-core areas like the head and ankle joints. Finally, an 
attention mask is generated using the Sigmoid activation function to enhance core region 
features while suppressing background and non-core areas, ultimately improving core 
joint detection accuracy. The structure of the SGE attention module is exhibited in  
Figure 3. 

In Figure 3, the SGE module first divides the input Fmap into multiple subgroups 
based on channel dimensions, with each subgroup independently carrying specific 
semantic feature information. Subsequently, the intra-group spatial semantic statistics are 
extracted through GAP, and the dot product operation is used to calculate the inter-group 
semantic similarity matrix. It is transformed into a spatial weight distribution through 
standardised mapping and finally generates an attention mask through the Sigmoid 
activation function, achieving spatial selective enhancement of key semantic features and 
dynamic suppression of irrelevant regions. The descriptive formula for statistical vector g 
is shown in equation (3). 

1

1( )
=

= = 
m

gp i
i

g F x x
m

 (3) 

In equation (3), Fgp(x) is the spatial average function, m is the number of pixels, and xi is 
the group spatial local eigenvector. 

2.2 Design of pull-up testing method based on BlazePos 

After completing the innovative design of the sit-up test method in the PHT project and 
ensuring its scientific validity and feasibility, this study innovatively proposes a new 
testing method to continuously optimise the physical testing process and further improve 
overall efficiency. This method combines BlazePose with the improved DeepLabV3+’s 
pull-up testing method. When processing video data, this method first breaks down the 
video into single-frame images and then uses the improved lightweight DeepLabV3+ to 
accurately extract the boundary information of the horizontal bars in the first frame 
image. Subsequently, it uses the BlazePose model to detect and locate the coordinates of 
key points on the human body. The behaviour discrimination module develops specific 
algorithms built on the coordinates of these key points to classify human postures. In the 
pull-up test, BlazePose and the improved DeepLabV3+ adopt a ‘segmentation-first, 
detection-second’ collaborative approach. First, the improved DeepLabV3+ performs 
semantic segmentation on the initial frame to identify the pull-up bar region, outputting a 
bar mask image and extracting the upper edge coordinate threshold of the bar. 
Subsequently, BlazePose conducts human keypoint detection on subsequent video 
frames, focusing on extracting upper limb keypoints such as shoulders, elbows, and 
wrists. The keypoint coordinates from BlazePose and the bar position information from 
DeepLabV3+ are fed into the action discrimination module, where action classification is 
achieved by comparing the relative positions of the shoulder keypoints. The bar region 
features output by DeepLabV3+ are transmitted to the action discrimination module as 
parameterised spatial references, while the human keypoint features from BlazePose are 
transmitted in the form of coordinate matrices. The two sets of features are fused through 
a ‘spatial reference-keypoint matching’ algorithm, which calibrates the relative 
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coordinates of human keypoints based on the bar position to eliminate positional 
deviations caused by image capture angles. 

The BlazePose used in this method is an efficient HPE network. It is designed for 
real-time and mobile deployment, using a lightweight architecture that can run quickly on 
resource-constrained devices. This network combines heat maps with keypoint offset 
vectors to accurately locate the coordinates of multiple keypoints on the human body. It 
not only performs well in conventional scenarios but also adapts to complex backgrounds 
and different human postures, and is widely used in fields such as fitness guidance and 
motion analysis. The BlazePose network structure is shown in Figure 4. 

Figure 4 BlazePose network structure (see online version for colours) 

256×256 ×3

128×128 ×16

64×64 ×32

16×16 ×128

8×8 ×192

32×32 ×64

64×64 ×32

16×16 ×128

8×8 ×192

32×32 ×64

64×64 ×32

16×16 ×128

8×8 ×192

32×32 ×64

4×4 ×192

2×2 
×192

33 ×3

64×64 ×99

Skip connection

Skip gradient connection

Heat maps

Input image

Key points  

In Figure 4, BlazePose adopts an encoder-decoder structure, where the encoder extracts 
human features, and the decoder generates keypoint heatmaps and offset vectors. The two 
are fused to accurately locate keypoints, achieving efficient real-time HPE. In the 
proposed pull-up testing method, the traditional DeepLabV3+ model has high 
computational complexity and is difficult to deploy on embedded platforms with limited 
computing power. The feature extraction part adopts ShuffleNetV2 for lightweight 
transformation, effectively reducing the computational load. Meanwhile, in the decoding 
module, a channel attention mechanism is introduced to lift the model’s capacity to 
capture key features. The improved model is applied to the segmentation task of 
horizontal bars in pull-up scenes to achieve efficient and accurate segmentation. Figure 5 
shows the improved DeepLabV3+. 

In Figure 5, the improved model follows the encoding and decoding structure. The 
encoder part uses the lightweight and efficient ShuffleNetV2 as the backbone network. 
By optimising the size of the convolution kernel in a targeted manner, unnecessary 
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computation is reduced, significantly improving the efficiency of feature extraction and 
enabling the model to capture key information faster. The hollow space pyramid pooling 
module cleverly utilises different hollow convolution rates to achieve full fusion of  
multi-scale features, followed by dimensionality reduction and upsampling, and effective 
fusion with underlying features to enrich semantic information. The ECA module is 
introduced into the decoding structure to ensure accuracy while making the segmentation 
boundaries clearer. Finally, the model first uses 3 × 3 convolution to deeply extract and 
integrate features, and then restores image resolution through bilinear 4× upsampling, 
accurately outputting clear and precise horizontal bar segmentation results. The 
ShuffleNetV2 and ECA structures used in the improvement of DeepLabV3+ are 
displayed in Figure 6. 

Figure 5 Improved DeepLabV3+ structure (see online version for colours) 
 

1×1 Conv
ShuffleNet 

V2

1×1Conv

3×3 Conv 
rate=6

3×3 Conv 
rate=12

3×3 Conv 
rate=18
Image 

pooling

Upsample 
by4ConcatECA3×3 ConvUpsample 

by4

Input

Output

1×1 Conv

 

Figure 6 Network structure of ShuffleNetV2 and ECA, (a) ShuffleNetV2 basic unit (b) ECA 
network structure (see online version for colours) 
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In Figure 6(a), the distribution of computational complexity in ShuffleNet is observed, 
and it is found that a large number of computational tasks in the model are concentrated 
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in the 1 × 1 convolution part. The proportion of computational complexity undertaken by 
depthwise separable convolution is relatively small. Based on this discovery, this study 
carries out innovative attempts to expand the convolution kernels of depthwise separable 
convolutions without significantly increasing the computational weight of deep 
convolution, to improve image segmentation performance. In Figure 6(b), ECA has an 
efficient process for processing Fmaps. This module takes an Fmap with dimensions of H 
× W × C as input, where H and W are the height and width of the Fmap, and C is the 
number of channels. Firstly, the GAP operation is applied to compress the spatial 
dimensions (i.e., H and W dimensions) of the Fmap, obtaining the global statistical 
information of the channel dimension. Subsequently, 1D fast convolution is utilised to 
efficiently capture local cross-channel interaction information in the channel dimension, 
and then channel features are further learned through 1 × 1 convolution. Finally, the 
learned features are multiplied channel by channel with the original Fmap to output a 
brand new Fmap with channel attention. 

2.3 Building of IPHTP integrating Fast-OpenPose and BlazePose 

After completing the design of sit-up and pull-up test methods in the PHT project, this 
study deploys the two methods to the edge computing platform Jetson Nano and builds an 
IPHTP that integrates Fast-OpenPose and BlazePose. The intelligent motion analysis 
platform is based on the powerful and compact Jetson Nano as the core body, and relies 
on multiple functional modules to work together. The SVM classification module, with 
its powerful classification ability, is responsible for accurately classifying the features of 
sit-up movements. The semantic segmentation module can efficiently obtain the position 
information of the pull-up horizontal bar. The posture detection module integrates two 
advanced network models, Fast-OpenPose and BlazePose, which can perform detailed 
detection of key points in the human body. The counting processing module focuses on 
the accurate counting of pull-ups and sit-ups. In addition, the TensorRT acceleration 
module can optimise and accelerate the models involved in the above modules, 
significantly improving the overall platform’s operational efficiency and response speed, 
ensuring stable and efficient implementation of various functions. The IPHTP 
architecture is shown in Figure 7. 

In Figure 7, the platform adopts a top-down hierarchical architecture consisting of a 
perception layer, processing layer, decision layer, and application layer. The perception 
layer collects video and environmental data through high-definition cameras and 
environmental sensors, transmits it to the processing layer via RTSP protocol, and 
receives instructions from the processing layer to start the device. The processing layer 
integrates image pre-processing, pose estimation, segmentation, and classification 
modules, and calls corresponding algorithms according to the decision layer task 
instructions to output feature data. The decision layer schedules the process through 
counting processing, TensorRT acceleration, and data verification modules, and feeds 
back the results to the application layer. The application layer provides user interaction, 
data storage, and report generation functions to respond to user testing requests. In 
addition, the data exchange format is clarified: the video is encoded using H.264, the key 
point coordinates are in JSON format, the horizontal bar mask is in PNG format, and the 
counting results are in XML format to ensure efficient and standardised data transmission 
between layers. 



   

 

   

   
 

   

   

 

   

   30 W. Xu    
 

    
 
 

   

   
 

   

   

 

   

       
 

Figure 7 IPHTP architecture (see online version for colours) 
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3 Results 

3.1 Dataset processing and model training 

To validate the effectiveness of the designed PHT method, it is necessary to first test the 
performance of the improved Fast-OpenPose model and the improved DeepLabV3+. For 
the testing of the improved Fast-OpenPose, the MPII multiplayer dataset is chosen for 
this experiment. The MPII dataset is mainly used for HPE research and contains 
approximately 25,000 images covering 410 human activities. Each image is annotated 
with the positions of key points on the human body, such as the head, shoulders, elbows, 
etc., for a total of 16 key points. The dataset also provides information on human activity 
categories, perspectives, occlusions, etc., providing a comprehensive and challenging 
benchmark for evaluating the performance of HPE algorithms. For the MPII dataset, 
scene data that are irrelevant to the target task are analysed and filtered out in depth to 
enhance the targeting and effectiveness of the dataset. At the same time, to enrich the 
diversity of data, a dataset of 2,000 sit-ups is carefully created and added. For the 
convenience of subsequent processing, in the data pre-processing stage, this study 
uniformly adjusts the input size of all data to 368 * 368 pixels to achieve standardisation 
of data format. When testing the improved DeepLabV3+ network model, work is 
conducted on a self-made dataset. Self-built sit-up and pull-up dataset contains 2,000 
images (50 participants aged 12–15, half male and half female) collected in different 
indoor and outdoor lighting environments, labelled with 16 key points and motion states 
of the human body, and enhanced by flipping, brightness adjustment, and other methods. 
The pull-up dataset consists of 800 original images and 1,600 expanded images (40 males 
aged 12–15), collected in indoor gyms. The horizontal bar area and key points of the 
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human body are annotated, and the data are expanded through cropping, contrast 
adjustment, and other methods to clarify the annotation accuracy and anti-interference 
processing details of the two datasets. Two self-built datasets are divided into training set, 
testing set, and validation set in a ratio of 6:1:1. The MPII dataset and the self-made 
dataset are divided into 3:1:1 and 6:1:1, respectively, because the sample size of the  
self-made dataset is relatively small, so the proportion of the training set is increased to 
prevent overfitting. The experimental operating environment and parameter configuration 
are listed in Table 1. 
Table 1 Simulation environment and parameter settings 

/ Category Set items 
JRE Operating system Win 7 operating system 

Developer components JDK 7, Eclipse 
CPU Intel (R) Core (TM) i9-10900X 
GPU Nvidia RTX 3090 GPU 

Platform software environment Python3.8, PyTorch1.10.0 
Programming language Java 

Parameter setting Batch size 4 
Learning rate initial value 0.0002 

Optimiser Adam 
Learning rate decay 100 

The testing metrics selected for the improved Fast-OpenPose model include mean 
average precision (mAP), AP50, AP75, parameter count, and frames per second (FPS). 
Among them, mAP, AP50, and AP75 are used to test the matching effect of human 
keypoints, and the parameter quantity and FPS are the evaluation criteria for model 
complexity and running speed. The traditional open pose model, high-resolution network 
(HRNet), simple baseline for human pose estimation (SimpleBaseline), and cascaded 
pyramid network (CPN) are selected as comparisons for the improved Fast-OpenPose 
model. The improved DeepLabV3+ selects testing metrics such as mean intersection over 
union (mIoU) and frequency weighted IoU (FWIoU). Full convolutional networks 
(FCN), pyramid scene parsing network (PSPNet), and object contextual representation 
network (OCRNet) are comparative models. Firstly, model training is conducted on both 
the MPII dataset and the self-built dataset, as shown in Figure 8. 

Figures 8(a) and 8(b) show the fitness iteration curves of various models in the 
training set. In Figure 8(a), the improved Fast-OpenPose model has the best iterative 
performance in the training set. In the training set, the improved model only needs 229 
iterations to reach a stable state, with a fitness value of 0.16. In Figure 8(b), the improved 
DeepLabV3+ can reach a stable state after 181 iterations, and the fitness value in the 
stable state is 0.14. The improved Fast-OpenPose and DeepLabV3+ are effective and can 
be applied to intelligent testing of physical health. The loss changes of the improved  
Fast-OpenPose and improved DeepLabV3+ on the MPII dataset and self-made dataset 
are shown in Figure 9. 

Figure 9(b) shows the change in loss of the improved DeepLabV3+. In the improved 
Fast-OpenPose of Figure 9(a), both improved networks exhibit good convergence 
characteristics on both datasets. Specifically, the improved networks trained on both 
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datasets converge after 150 iterations. When improving Fast-OpenPose to 150 iterations, 
the loss function value decreases to around 0.8. When improving DeepLabV3+ to 150 
iterations, the corresponding loss function value is about 1.0. Therefore, taking into 
account all factors, the maximum iteration of the experiment is set to 150. 

Figure 8 Comparison of training effects of different models, (a) improve fast OpenPose  
(b) improve DeepLabV3+ (see online version for colours) 
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Figure 9 Changes in loss of improved model, (a) improve fast opening (b) improve DeepLabV3+ 
(see online version for colours) 

1.2

0

1.4

1.6

1.8

100 200

Lo
ss

Number of iterations
150 25050

2.0
Val loss
Train loss

1

0

2

3

4

100 200

Lo
ss

Number of iterations
150 25050

5
Val loss
Train loss

 
(a)     (b) 

3.2 Performance testing of improved models 

After completing the model training, this study compares the improved Fast-OpenPose 
with traditional OpenPose, HRNet, SimpleBaseline, and CPN models. The key point 
matching effect is evaluated through mAP, AP50, and AP75, and the parameter quantity 
and FPS are used to measure the model complexity and running speed. The 
comprehensive performance of the improved model is verified, as exhibited in Table 2. 
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Table 2 Performance evaluation of improved Fast-OpenPose model 

Model name mAP 
(%) 

AP50 
(%) 

AP75 
(%) 

Number of 
parameters 

(M) 

Frames per 
second 
(FPS) 

Model 
size 

(MB) 
Traditional OpenPose 62.3 81.5 68.7 42.5 12 168.2 
HRNet 70.1 88.3 76.9 65.8 8 261.5 
SimpleBaseline 68.5 86.7 74.2 34.2 15 135.8 
CPN 69.7 87.9 76.1 58.3 10 231.1 
MediaPipe Pose 69.2 87.5 75.3 12.8 22 50.3 
MoveNet 70.5 88.6 77.2 4.2 30 16.5 
PoseNet 67.8 85.2 73.1 8.5 25 33.7 
Improve Fast-OpenPose 71.2 89.1 77.8 28.6 20 113.2 

Note: FPS test conditions are input image resolution of 368x368, hardware environment 
of Nvidia RTX 3090 GPU, software environment of Python3.8+PyTorch1.10.0, and test 
data are the average of 1,000 consecutive single frame image detection. 

In Table 2, the improved Fast-OpenPose model demonstrates significant advantages. 
In terms of keypoint matching performance, mAP reaches 71.2%, which is 8.9% higher 
than traditional OpenPose, and 1.1%, 2.7%, and 1.5% higher than HRNet, 
SimpleBaseline, and CPN. AP50 is 89.1%, which is 7.6% higher than traditional 
OpenPose, and also has a 1%–2% improvement compared to other models. AP75 
achieves 77.8%, which is also higher than other models, demonstrating its excellent 
performance under strict matching criteria and more accurate prediction of keypoint 
positions. In terms of model complexity, the improved Fast-OpenPose has 28.6 M 
parameters, which is significantly reduced compared to HRNet’s 65.8 M and CPN’s  
58.3 M, and only slightly higher than SimpleBaseline. This indicates that optimising the 
model structure effectively reduces the parameters while ensuring accuracy. In terms of 
running speed, FPS reaches 20 frames/s, far exceeding other models, which means that 
the improved Fast-OpenPose can process image or video frames more quickly, meeting 
the needs of real-time applications. While MoveNet outperforms in parameter count and 
FPS, its mAP is 0.7% lower than the improved model, and its detection stability for core 
joints (hip and knee) in sit-up movements is inadequate. Both MediaPipe Pose and 
PoseNet show lower mAP values than the research model, demonstrating that the 
enhanced Fast-OpenPose achieves better performance in motion detection for physical 
fitness testing while maintaining lightweight characteristics. Overall, the improved  
Fast-OpenPose has achieved a good balance in accuracy, complexity, and running speed, 
with better overall performance and better suitability for applications that require high 
real-time performance. The performance of the improved Fast-OpenPose model is 
evaluated when the input resolution is reduced from 368 × 368 to 256 × 256. The 
evaluation metrics include mAP, AP50, AP75, parameter count, and FPS, with the results 
presented in Table 3. 

As shown in Table 3, after reducing the input resolution from 368 × 368 to 256 × 256, 
the model’s FPS increases from 20 to 32, meeting the requirements for ultra-high  
real-time scenarios (>30 fps). The number of parameters remains unchanged (28.6 M), as 
only the input size is adjusted without altering the network structure. In terms of 
accuracy, the mAP decreases by 2.7%, while AP50 and AP75 decrease by 2.8% and 
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3.3%, respectively, but still remain higher than traditional OpenPose (mAP 62.3%). This 
indicates that reducing the resolution can significantly improve speed, with the accuracy 
loss being within an acceptable range, allowing for flexible selection of the input size 
based on the real-time requirements of the testing scenario. 
Table 3 Input resolution effects on accuracy-speed trade-off of improved Fast-OpenPose 

Input resolution mAP (%) AP50 (%) AP75 (%) Parameter (M) FPS 
368 × 368 (original experiment) 71.2 89.1 77.8 28.6 20 
256 × 256 68.5 86.3 74.5 28.6 32 

To evaluate the impact of various parts of the improved Fast-OpenPose on model 
performance, four experimental groups are setup. One is the basic model group, which 
only uses the original OpenPose network structure; the second is the backbone network 
optimisation group, which only replaces the backbone network from VGG-19 to 
FasterNet; the third is the prediction branch optimisation group, which optimises only the 
prediction branch structure based on the basic model; the fourth is the complete 
improvement group, which is the improved Fast-OpenPose. The improved  
Fast-OpenPose includes all four improvements, namely optimising the backbone 
network, predicting branch structures, replacing common branch convolution types, 
redesigning residual connections, and introducing SGE modules after stage 0. Figure 10 
shows the results of the ablation experiment. 

Figure 10 Experimental results of ablation using the improved Fast-OpenPose model, (a) mAP 
(b) parameter quantity mAP (c) FPS (see online version for colours) 

 

 0.0 
 10.0 
 20.0 
 30.0 
 40.0 
 50.0 
 60.0 
 70.0 
 80.0 

OpenPose
Backbone 
network 

optimization

Predictive 
branch 

optimization

Improve 
OpenPose

m
A

P(
%

)

0.0
5.0

10.0
15.0
20.0
25.0
30.0
35.0
40.0
45.0
50.0

Pa
ra

m
et

er
 q

ua
nt

ity
 (M

)

OpenPose
Backbone 
network 

optimization

Predictive 
branch 

optimization

Improve 
OpenPose

 
(a)     (b) 
( )

 0 

 5 

 10 

 15 

 20 

 25 

FP
S/

s

( )

OpenPose
Backbone 
network 

optimization

Predictive 
branch 

optimization

Improve 
OpenPose

Grouping  
(c) 

Figure 10 shows that all the improved parts have an enhancing effect on the performance. 
The mAP of the backbone network optimisation group increases by 4.4%, the number of 
parameters decreases by 7.3 M, and the FPS increases by 3 frames/s, indicating that 
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FasterNet can improve accuracy, reduce complexity, and accelerate running speed. The 
mAP of the prediction branch optimisation group increases by 2.8%, with small changes 
in parameter quantity and FPS, indicating that this optimisation has a certain 
improvement in accuracy and has little impact on model complexity and speed. The 
comprehensive improvement group has achieved a mAP of 71.2%, which is 8.9% higher 
than the basic model. The parameter count has been significantly reduced to 28.6 M, and 
the FPS has been increased to 20 frames/s. This proves that the synergistic effect of 
various improvements significantly improves the performance. The interaction results 
between components of the improved Fast-OpenPose model are shown in Table 4. 
Table 4 Results of improved Fast-OpenPose model component interactions 

Experimental group Included improved components mAP 
(%) FPS Collaborative 

gain 
1 FasterNet + predictive branch 

optimisation 
68.5 17 1.3% 

2 FasterNet + SGE 70.2 18 2.5% 
3 Prediction branch optimisation + SGE 69.3 15 1.7% 
4 Convolution type replacement + SGE 69.8 19 2.1% 
5 (complete 
improvement group) 

All 4 improved components 71.2 20 3.2% 

As shown in Table 4, the synergy between backbone network optimisation and SGE 
module integration demonstrates the most significant impact. This stems from 
FasterNet’s lightweight feature extraction, which provides a more efficient feature 
foundation for SGE’s spatial attention computation. Predicted branch optimisation shows 
minimal redundancy with other components, as both include feature reuse mechanisms, 
although the redundancy is still low (only 1%) and therefore does not affect overall 
performance. All component combinations feature no redundant designs, achieving a 
synergistic improvement in both accuracy and speed. The correlation analysis results of 
the SGE module and specific human body part features are shown in Table 5. 
Table 5 Correlation analysis results of SGE module with specific human body part features 

Body parts Detection accuracy rate 
without SGE (%) 

Detection accuracy with 
SGE (%) 

Improvement in 
accuracy rate (%) 

Head 89.2 90.1 0.9 
Loin 78.5 86.3 7.8 
Hip joint 76.3 85.7 9.4 
Knee-joint 77.1 84.9 7.8 
Ankle 82.4 83.2 0.8 

As shown in Table 5, the SGE module demonstrates the most significant improvement in 
detection accuracy for core assessment areas (waist, hip, and knee joints) during sit-ups, 
with an average increase of 8.3%. The enhancement for non-core areas is relatively 
minor, indicating its ability to precisely capture key motion-related features and 
effectively improve the precision and specificity of posture estimation. On the self-made 
dataset test set, this study compares the improved DeepLabV3+ with FCN, PSPNet, and 
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OCRNet, using mIoU and FWIoU as test metrics to observe the performance of different 
models at different iterations, as shown in Figure 11. 

Figure 11 Performance testing of improved DeepLabV3+ model, (a) mIoU (b) FWIoU  
(see online version for colours) 

 

55.0

60.0

65.0

70.0

75.0

80.0

85.0

50 100 150 200 250

m
lo

U
(%

)

Number of iterations

FCN
PSPNet

OCRNet
Improve DeepLabV3+

55.0

60.0

65.0

70.0

75.0

80.0

85.0

FW
Io

U
(%

)

50 100 150 200 250
Number of iterations

FCN
PSPNet

OCRNet
Improve DeepLabV3+

 
(a)     (b) 

Overall, as the iterations increase, the mIoU and FWIoU of each model show an upward 
trend. In the early stages of iteration, the performance of each model improves rapidly, 
but the growth rate gradually slows down in the later stages. Under the same iteration 
number, the improved DeepLabV3+ model has higher mIoU and FWIoU than FCN, 
PSPNet, and OCRNet. In Figure 11(a), after 2,500 iterations, the improved DeepLabV3+ 
achieves a mIoU of 78.5%, which is 10%, 5.9%, and 3.2% higher than FCN, PSPNet, and 
OCRNet. In Figure 11(b), after 2,500 iterations, the FWIoU of the improved 
DeepLabV3+ reaches 81.7%, which is 9.4%, 5.4%, and 2.9% higher than FCN, PSPNet, 
and OCRNet. This indicates that the improved DeepLabV3+ performs better in the task 
of segmentation of pull-up horizontal bar regions, and can more accurately segment the 
target region, verifying the effectiveness of the improvement measures. 

3.3 Testing and application analysis of IPHTP 

To verify the practical application effect of the IPHTP, this study conducts testing and 
analysis on the platform. This study first deploys the designed sit-up and pull-up testing 
method to the proposed IPHTP and conducts performance testing using the LoadRunner 
tool. The minimum response time (MinRT), maximum response time (MaxRT), CPU and 
memory usage (CPU-MU) of the platform under different concurrent user numbers are 
listed in Table 6. 
Table 6 Results of sports venue management platform 

Number of 
concurrent 
users 

Minimum 
response 

time/s 

Maximum 
response 

time/s 

CPU and 
memory 

footprint/% 

Stability 
(continuous 
operation 

time/h) 

Robustness 
(error rate 

under 
interference/%) 

Power 
consumption 

(W) 

100 0.592 0.949 7.5 72 0.8 18.2 
300 0.684 1.132 27.3 72 1.2 25.6 
500 0.903 1.543 47.2 72 2.1 32.8 
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In Table 6, overall, as the number of concurrent users increases, the platform’s MinRT, 
MaxRT, and CPU-MU all continue to increase. When the concurrency reaches 500, the 
platform MinRT is 0.903 s, MaxRT is 1.54 s within 1 s, and CPU-MU is below 50% 
within 2 s. The proposed IPHTP can provide stable and reliable services for PHT of 
college students. The platform can run stably for 72 hours without any faults under 
different concurrent user loads, with a robust error rate below 2.1%, indicating strong 
interference resistance in practical application scenarios. Power consumption increases 
reasonably with the number of concurrent users, reaching only 32.8W at 500 concurrent 
users, meeting the requirements of embedded deployment. The platform excels in 
stability, robustness, and power consumption, fulfilling the needs of large-scale physical 
fitness testing. Then, this study introduces the platform into a certain school and selects 
two classes in the second year of junior high school as test subjects. Each class has 30 
students, who will undergo sit-ups and pull-up tests. This test utilises the built IPHTP to 
automatically record and analyse students’ action data, while comparing it with manual 
counting results to evaluate the accuracy and efficiency of the platform, as shown in 
Table 7. 
Table 7 Analysis of IPHTP application results 

Test 
item Class 

Total number 
of automatic 

counts 

Total number 
of manually 

counted items 

Counting 
error 

Accuracy 
(%) t value p value p value 

Sit-up 1 1,205 1,210 5 99.59 1.236 0.228 p > 0.05 
2 1,180 1,185 5 99.58 1.184 0.246 p > 0.05 

Pull-up 1 450 448 2 99.55 0.972 0.339 p > 0.05 
2 435 433 2 99.54 1.025 0.312 p > 0.05 

Overall / 3270 3276 6 99.82 1.103 0.275 p > 0.05 

In Table 7, the results of automatic counting and manual counting are highly consistent, 
with minimal counting errors. In the sit up test, the error between the total count of 
automatic counting and manual counting in both classes did not exceed 5, and the 
accuracy rate exceeded 99.5%. In the pull up test, the error does not exceed 2, and the 
accuracy remains above 99.5%. Overall, the platform has achieved an accuracy rate of 
99.82%, demonstrating extremely high accuracy and reliability. Paired sample t-test 
shows that there is no significant difference between automatic counting and manual 
counting of all test items (p > 0.05). This proves that the improvement in the accuracy of 
the platform is statistically significant and is not caused by random errors, further 
verifying the reliability and effectiveness of the platform. This indicates that the platform 
can effectively replace manual counting in practical applications, improve the efficiency 
of PHT, and has broad application prospects. 

4 Discussion 

The paper aimed to solve the problems of strong subjectivity and low efficiency in 
traditional PHT. By integrating Fast-OpenPose and BlazePose and combining semantic 
segmentation technology to build an intelligent testing platform, certain achievements 
have been made. In terms of HPE, GraphMLP and others have conducted 3DHPE 
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research using the GraphMLP class architecture (Li et al., 2025). This study was different 
in its focus on the scene, as it used an improved Fast-OpenPose for 2DHAR research. 
The improved model performed outstandingly in keypoint matching, with an mAP of 
71.2%, an 8.9% increase compared to traditional OpenPose, and an FPS of 20 frames/s. 
This indicated that the improvement strategy effectively enhanced the accuracy and 
running speed, and could better meet the real-time and accuracy requirements of PHT. 
Semantic segmentation played a crucial role in action recognition assistance. SHARP 
(Mucha et al., 2025) used arm segmentation to assist in 3D hand pose estimation and 
action recognition. This study utilised an improved DeepLabV3+ to segment pull-up 
horizontal bars and combined it with BlazePose to detect human keypoints for action 
classification. The improved DeepLabV3+ achieved 78.5% mIoU and 81.7% FWIoU in 
the horizontal bar segmentation task after 2,500 iterations, with accurate segmentation 
results and a reliable basis for action discrimination. Unlike the research on motion 
classification based on wearable sensor data (Wu et al., 2023) and deep learning for 
martial arts athlete action recognition (Zhuang et al., 2023), this study was based on 
computer vision technology and did not require additional equipment. The research 
method had the advantages of easy operation and low cost, and was more suitable for 
large-scale PHT scenarios. It should be acknowledged that computer vision methods do 
pose higher requirements for the testing environment. The core challenges and 
corresponding solutions are as follows: firstly, the camera angle problem. Side view can 
easily cause joint occlusion, while the front view can easily ignore the determination of 
the vertical displacement of movements. The solution is to adopt a dual camera 
deployment of ‘front + side’ and calibrate the 3D posture of the human body through 
coordinate fusion. The second issue is lighting interference. Strong light or backlighting 
can reduce the accuracy of keypoint detection. The platform integrates an adaptive 
lighting balance algorithm, which adjusts the brightness and contrast of the image 
through Gamma correction, and can maintain stability within the range of 500–10,000 lux 
lighting intensity. The third issue is occlusion, as there may be limb overlap during  
multi-person testing. An improved non-maximum suppression algorithm is used to 
optimise keypoint matching, and a test area isolation line is set to limit single-person 
single-area testing. Actual testing has shown that this can control the error rate caused by 
environmental interference within 2.1%. 

However, this study also has limitations. The limited size of the dataset may affect the 
model’s generalisation ability, and its adaptability in different scenarios and populations 
needs further verification. Future research can expand the dataset to include more diverse 
testing scenarios and population data, while exploring the intelligent implementation of 
more PHT projects, continuously improving and optimising the intelligent testing 
platform, and promoting PHT to fully move towards the intelligent era. 

5 Conclusions 

This study focused on the shortcomings of traditional PHT methods, innovatively 
integrated the advantages of Fast-OpenPose and BlazePose HPE models, and combined 
semantic segmentation technology to successfully build IPHTP. Automatic counting of 
sit-ups was achieved through improved Fast-OpenPose and SVM, combined with 
semantic segmentation and BlazePose, to complete pull-up testing. The experimental 
results showed that the proposed sit-up testing method, which combines improved Fast-
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OpenPose and SVM, improved mAP by 8.9% and FPS by 20 compared to traditional 
OpenPose through optimisation of the FasterNet and SGE. A pull-up testing method was 
designed that combines BlazePose and improved DeepLabV3+ to achieve precise 
collaboration between horizontal bar segmentation and human pose detection, with a 
segmentation mIoU of 78.5%. A layered architecture intelligent testing platform was 
constructed, which, combined with TensorRT acceleration technology, achieved  
real-time and stability for large-scale testing. The improved Fast-OpenPose model, with a 
79.3% reduction in parameter count, showed an 8.9% increase in mAP compared to 
traditional OpenPose, outperforming the latest lightweight models such as MediaPipe 
Pose. The overall accuracy of the platform was 99.82%, which was 3%-5% higher than 
the accuracy of existing similar testing systems. However, there is a problem of limited 
dataset size in the research. In the future, it is necessary to first expand the size of the 
dataset and include data from testers of different ages, different body types, and complex 
environments (such as strong light, backlight, and multiple people overlapping) to 
improve the generalisation ability. Secondly, the coverage of test items should be 
expanded to make other physical fitness test items, such as the standing long jump and 
seated forward bend more intelligent. It can also optimise platform edge deployment 
solutions, develop mobile applications, and improve testing convenience. Finally, 
detection algorithms for extreme body postures (such as incomplete sit-ups and upward 
body swings) can be studied to further enhance the robustness of the model. 
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